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Abstract

The supplementary material contains:
(I) a video that shows detailed and comprehensive results
(Section 1), and a PDF which includes
(II) a description of the attributes and relationships in 3D
Scene Graph and the way we compute them (Section 2),
(III) semantic statistics and analytics (Section 3),
(IV) additional results, including quantitative ones on the
experiment with a less accurate detector and visualizations
of our automatic approach results for both 2D panoramas
and 3D mesh (Section 4),
(V) details on the user-in-the-loop annotation pipeline (Sec-
tion 5), and
(VI) details on the 2D Scene Graph experiments (Section 6).

1. Video
See the provided supplementary video for a summarized

description of the method and fly-through results in differ-
ent buildings.

2. Completing the 3D Scene Graph
In Section 4 of the main paper, we presented an auto-

mated approach to acquiring the object elements of the 3D
Scene Graph. However, a 3D Scene Graph consists of more
elements, as well as their attributes and in-between relation-
ships. In this section, we provide a description of them and
how we compute them.

2.1. Attributes

Each of the 4 elements in 3D Scene Graph (building (B),
room (R), object (O), camera (C)) has a set of attributes;
a comprehensive list follows below. We compute their
majority with analytical processes, a few with off-the-shelf
learning approaches and the rest with manual annotations.

Action affordance (O): Objects can be interacted with in
different ways. This attribute provides a non-exhaustive list
of possible actions that agents can perform with the objects.
For example, one can sit, lay or sleep on a bed; turn on/off
or watch television; and drink from, clean or pick up a wine
glass.
Building Reference Center (B): We define a point in
3D as the reference center of each building. All location
measurements are based off this point. We manually select
it as the center of the entrance door to the building.
Class (O): This is the object category. Since we leverage
off-the-shelf detectors trained on the COCO dataset [8],
we follow that categorization. This covers common indoor
objects (things), however it does not cover other objects
that are integral to indoor spaces such as walls, floor and
ceilings (stuff ). We plan to extend the object categories
to include the COCO stuff dataset [3], following the same
automated approach in annotation.
Color (O): This specifies the most common color on the
object.
Field of View (C): This attribute specifies the field of view
(FoV) of a camera. We include in 3D Scene Graph the
panoramic cameras from the Gibson database [11], and use
the provided parameters to fill out camera attributes such
as the FoV. Arbitrary observation points can be created
according to user preferences.
Function (B): This is the function of the building (e.g.,
residential, office, hotel, etc.).
Floor Area (B, R, O): This is the 2D floor area of an
element.
Identification Number (ID) (B, R, O, C): Each element in
the graph has a unique ID that is automatically assigned.
Location (R, O): This is the 3D coordinates of the ele-
ment’s centroid. It is defined with respect to the building
reference center.
Material (O): This attribute specifies the main material of
the object. We use the MINC dataset [2] categorization
and ask users to select the main material of an object shown
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from different viewpoints.
Mesh Segmentation (R, O): This de�nes the spatial
extent of the element on the 3D mesh, essentially its 3D
segmentation mask. We compute it using our presented
automated approach for the case of objects and the parsing
mechanism of [1] for rooms.
Modality (C): This de�nes the camera modality (e.g.,
RGB, grayscale, etc.)
Number of Floors (B): The total number of �oors in
a building. We automate the calculation following the
parsing mechanism of [1] and manually verify the results.
Resolution(C): This is the camera resolution. For example,
for the panoramic images in Gibson database the resolution
is [1024, 2048].
Scene Category(R): This de�nes the function of a room.
We use the scene categories in the Places dataset [12] as
our dictionary and ask users to select the most �tting one
for a scene shown from different viewpoints.
Size (B, R, O): This corresponds to the 3D size of the
tightest oriented bounding box of an element.
Texture (O): The main texture of the object is de�ned
as one of the categories in the DTD dataset [4]. Users
select the most appropriate listing for an object shown from
different viewpoints.
Volume (B, R, O): This is the 3D volume of an element and
we compute it as that of its 3D convex hull.
Voxel Occupancy (R, O): We voxelize the element's
tightest 3D oriented bounding box with a 2.5 cm voxel
resolution and compute the binary grid occupancy (1 ifl is
occupied, 0 otherwise; wherel a voxel in the grid)
Pose(C): This is the camera pose, parametrized over its 3D
location and rotation quaternion.

Figure 1.Occlusion Mask: The segmentation mask of an object
with occlusion/visibility information. red: occluded part, blue:
visible part.

2.2. Relationships

A graph would not be complete without adding edges
between the nodes (elements). Edges represent rela-
tionships and can be formed between nodes of the same
element (e.g., between objects) or different ones (e.g.,

Figure 2.Spatial Order Relationship: The location of an object
with respect to a camera and a query object. Here expressed in
lexical terms. yellow: the query node, red: the object is to theleft
andbehind, blue: the object is to theleft andin front, magenta: the
object is to theright andbehind, cyan: the object is to theright
andin front. Grey edges represent all possible object connections
for this relationship.

Figure 3.Relative Volume. yellow: the query node, red: the ob-
ject is of larger volume, blue: the object is of smaller volume.
Grey edges represent all possible object connections for this rela-
tionship.

between objects and cameras).

Amodal Mask w/ Occlusion/Visibility (O-C): Given
a camera, we compute the occluded and visible segmen-
tation mask of an object (1 ifl is visible, 0 for occluded;
wherel a pixel on an image or a mesh face in 3D).
Occlusion Relationship (O-C-O): Given a camera and
a pair of objects within its frame, we de�ne which ob-
ject serves as the occluder and which is the one getting
occluded. We also compute the corresponding occlusion
mask.
Relative Magnitude(O-O, R-R): Any quanti�able attribute
of an element can be compared with that of another ele-
ment. For example, we can query the difference in volume
or occlusion percentage between two objects.
Spatial Order (O-C-O, R-C-R): Given a camera, we
compute the position of an element with respect to another.
This can be numerical or converted to lexical for natural
language interpretation (in front/behind, left/right, on
top/below).
Parent Space(O-R, C-R): This relationship returns the
room ID that contains an element.



Figure 4. Distribution of object instances per building

Parent Building (R-B): This provides the building that
contains the query room.
Same Parent Room(O-R-O, C-R-C, C-R-O): This binary
relationship queries if two elements are in the same room.

2.3. Visualizations

Here we showcase examples of amodal masks (oc-
cluded/visible) (Figure 1), spatial order (Figure 2) and the
relative magnitude for the attribute of volume (Figure 3).
All the results are the output of our fully automated method.
For more visualizations please refer to the end of this docu-
ment (Figures: 6; occlusion masks, 7-8; spatial order, 9-11;
relative volume).

3. Semantic Statistics & Analytics

We compute statistics on the data generated by 3D Scene
Graph, listed below. Please note that these statistics are usu-
ally expensive to label and nontrivial to infer.

� Distribution of number of object instances per building
(Figure 4)

� Number of object instances of speci�c semantic class
per building (Figures 21-22).

� Distribution of volume, inferred from 3D convex hull,
of object instances per semantic class (Figures 23-24).

� Distribution of surface coverage, inferred from face
area of the mesh, of object instances per semantic class
(Figures 25-26).

� Distribution of nearest object instance in 3D space per
semantic class (Figures 27-28).

Note: Figures??-?? are located at the end of this docu-
ment.

4. Additional Results

We provide quantitative analysis on the performance of
the less accurate detector (Blitznet [5]) in Table 1. See Sec-
tion 5.2, paragraphUsing different detectorsin the main pa-
per for more details on the experiment.

At the end of this document, we provide more visualiza-
tions on the output of our automatic approach (Figures 12-
20), as per Section 5.2 in the main paper.

5. User in the loop data annotation details

In Section 4.1 of the main paper, we presented our user-
in-the-loop veri�cation pipeline. Here, we provide addi-
tional information as well as screenshots of the interfaces.

Veri�cation and editing: Our automatic approach ends
with projecting the segmented object instances on the 2D
panoramas. For the veri�cation pipeline, we show users 2D
rectilinear images of the object instances and ask them to:

1. Verify Object Label (Figures 5(a), 29): We display the
rectilinear image of an object instance with surround-
ing context, as well as a zoomed-in one. Users are
asked to verify whether the object in the bounding box
region is of the correct semantic category. If the label
is wrong, the object instance is discarded and dropped
from the rest of the pipeline. This allows to quickly
remove noisy detections. Missed objects will be added
from scratch in a later step.

2. Verify Object Mask (Figures 5(b), 30): We display the
rectilinear image of an object instance and overlay the
segmentation mask. Users are asked to verify whether
the mask covers the object according to criteria. We
de�ne the criteria such that the mask covers more than
3/4 of the object and does not include others. If the
mask is found inadequate, the image proceeds to the
next step.

3. Add Object Mask (Figures 5(c), 31): Here users are
asked to draw from scratch the segmentation mask of
the object in the center of the image. They are provided
with the semantic label of the object to disambiguate.

Addition of missing objects: The above steps verify all
detections, but they do not handle any missed objects. We
decompose the panoramas in 5 partially overlapping images
(72� of yaw difference) that contain the veri�ed segmenta-
tion masks. We ask users to:

1. Verify Completeness (Figures 5(d), 32): Users are
asked to verify if any instance of a speci�c object cat-
egory in the scene is not highlighted with a mask. We
repeat this for all categories.

2. Add Object Mask (Figure 33): If the previous step
yields that instances are missing, users are asked to



Table 1.Blitznet. Evaluation of the automated pipeline on 2D panoramas and 3D mesh.We compute Average Precision (AP) and
Average Recall (AR) for both modalities based on COCO evaluation [8].

Method
2D 3D

Blitznet
Ours Ours

Blitznet
Ours Ours

Blitznet Blitznet Blitznet Blitznet
[5] w/ Framing w/ Framing + MVC + Pano Projection w/ Framing + Pano Projection w/ Framing + MVC

AP 0.095 0.198 0.284 0.076 0.165 0.245
AP.50 0.194 0.305 0.395 0.231 0.330 0.446
AP.75 0.079 0.196 0.296 0.034 0.138 0.231
AR 0.117 0.228 0.324 0.053 0.129 0.208

add their segmentation masks. These steps are iterative
until verify completenessresults to null (no missing in-
stances).

6. 2D Scene Graph Experimental Details

6.1. Amodal Mask Segmentation

We also showcased the 2D Scene Graph relationship pre-
diction task of occlusion (amodal mask segmentation) as
enabled by 3D Scene Graph and the automatic labeling re-
sults. Here we provide details on the data generation and
experimental setup.

Data generation: We generate the amodal segmenta-
tion mask (occupied/visible) in an automatic way. For each
object instance in a panorama - that belongs to one of the
following classes: :bed, couch, microwave, oven, potted
plant, refrigerator, sink, toilet, or vase, we render a recti-
linear image that places the object in the center, based on
the available visible segmentation mask from our automatic
labeling approach. We restrict the �eld of view and the ab-
solute pitch value of the rectilinear camera to be less than
105� and30� respectively, to avoid great distortions when
the camera location is too close to the object. Next, we use
raytracing on the 3D mesh model to �nd (a) the object sur-
faces that �t within the camera frame (all visible surfaces
will exist within the frame but not all occluded may exist):
the number of object surfaces within the frame regardless of
occlusion/visibility needs to be� 40%of the total number
of object surfaces in the mesh model, and (b) the order the
object surfaces get hit by the rays: this is used to distinguish
mere self-occlusion from occlusion by other objects. As a
�nal step, once these two conditions are satis�ed, we need
to make sure that the occlusion percentage of the object in
the rectilinear image is meaningful for a learning experi-
ment, hence we set the following constraint:

0:2 �
occluded pixels

occluded pixels+visible pixels
� 0:8 (1)

Experiment details: As a result of data processing, we
generate 1971 images, which we split into 1507 train, 212
validation, and 252 test images following the building data

split of the medium Gibson [11] database. Given the data,
we resize images to256 � 256 pixels and then augment
the images on-the-�y by applying (1) random jitter on RGB
color brightness, contrast, saturation, and hue; and (2) ran-
dom horizontal �ip. We train our model as a dense pixel-
wise semantic segmentation problem of the following three
classes - empty, occluded, and visible. Our model is a U-
net [10]-like fully convolutional neural network [9] with
skip connections which enables faster and better training
of the dense semantic segmentation. We downsample the
image 6 times up to4� 4 pixels, where each downsampling
block consists of 3 convolution layers with double the fea-
ture size of the previous block and vice versa for the upsam-
pling blocks. We train our network on a pixel-wise cross
entropy loss using Adam [7] optimizer with a batch size of
8 for 100 epochs. We test our images on the model that
performs the best on the validation set.
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